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Contextualization

In this project we are dealing with the problem of image browsing. The problem is that we
see different kinds of image browsing locally and online. Where online image browsing is
mainly text based, with all limitations of text, we need to search for new possible
alternatives. In order to make claims about possible alternatives we will take Flickr as object
of study.

Without going to deep into local browsing systems the focus will be on different ways of
browsing in Flickr. Our main research question will be whether visual browsing can have an
added value over textual browsing.

Local versus Global

With Internet technologies continuously evolving in terms of speed and storage, more
multimedia content is becoming available constantly. Online repositories for images, videos,
and music are constantly expanding. With the expansion of such repositories new methods
and tools are needed to organize, visualize, and index them otherwise the presence of such
huge quantities of data would be useless.

Locally you are often aware of your photo content and often it’s a manageable amount of
data. Globally however this changes. When you upload a stack of your own pictures to Flickr
for instance, this stack ends up being a part of an unmanageably large pile of content. Until
recently the most common web 2.0 system to organize this data is by tags. Apparently this
technology is not sufficient. Other technologies are emerging but are often not dealing with
other ways of organizing the dataset but only offer an alternative way of browsing the
dataset.

Recently Flickr is also looking into other technologies of browsing. One such technology is
geo-tagging. By this process, geographic information is attributed to media items. For our
project we are using a data-set of photographic images specifically those contained within
the Flickr database that have been geo-tagged. Modern cameras have also been developed
to automate the process of annotation of date and geographic information.

The Problem of Tags

The text-based approach that is often used to search through large amounts of data is
derived from the history of HCI. The first computers were text based and they mostly still
are. So the text based approach is also used to search through data sets by adding tags to
information. But this brings up a problem. Language can be multi-interpretable. One user
gives another meaning to an object than another user. Jan Simons talked about this problem
at the Video Vortex Conference in January this year. Simons claims that the categories in
which tags are divided are often messy. Tags are labels for things, or names for objects or
places. When you look at correspondence, tag and tagged - nouns and adjectives - tell
something about the properties of the object. Tags are never used in isolation. Lots of users



use Flickr as a backup system for their own pictures (as a kind of life insurance). This private
use is often used without tagging. This also pollutes the tag system.

Categories of tags:
1. Geographical tags: names of countries (largest cat.) states cities; where California is
the most popular. Basic level terms are most commonly used
2. Eventtags: querying via events (Christmas, holiday) shows activity that is linked to
that event
3. By nature of the object

These are the most used categories. But the categorizing of tags does not always work well.
As said, users give a different meaning to words and tags. One person can tag a picture of a
particular tree with the place, country and type of tree. Another person can tag the same
tree with the event in which he took place and saw the tree, for example a picnic under the
tree, and the feeling he had when he saw the tree. The same object but really different tags.
The use of tags does not always lead to the right search results. Searching via tags can also
be a problem because one does not always know how other people would tag a particular
picture.

Semantics versus Aesthetics in Picture Browsing

As Jan Simons mentioned at the Video Vortex conference about tag semantics: The most
popular is adding temporal metadata that is copied with the picture (the camera holds this
information).

This gives an argument structure (time, location, and event) in looking at the story of tags. In
looking into the story tags tell, we can make s distinction exists between nuclear arguments
(core) and satellite argument (more general). Via this information, it becomes clear that they
follow a very basic semantic structure. In order to complete the categorization, a distinction
is made between states and events.

Within events, there is also the event of making the picture (picture of an event or of a state.
where to put this?). Now we can distinguish the manner of photography and the instrument.
Another problem now is polysemy: does color say something about the picture or the
objects in the picture? This is especially interesting in this project. If a color browser is
introduced as a system parallel to tag-searching, the question is whether color can be of any
semantic meaning in image-browsing.

Simons continues by stating that if you apply linguistic analysis to tags, it shows tags are
highly structured and very consistent. They follow a pattern of natural language. This is very
important in understanding and interpreting the content (in this case, pictures). This could
tell us a lot about what users conceive of the world via their pictures/ videos.

Still, tags are limited in lots of ways and the visual nature of an image sometimes clashes
with the textual structure of tags.

In a publication by Lyndon Kennedy et al, another research result emerges: the results show
a clear added benefit of location-based constraints for the selection of representative
images. The paper presents two research outcomes, where a large dataset of Flickr is tested
on representativeness (which can be substituted by ‘satisfying search result’ or ‘search result



accuracy’). The first result is based on searching- by-tag only, whilst the second research
result is a combination of tag- and geo-location searching:

“This finding confirms many recent observations about the accuracy of tags.
Constraining the selection of representative images to come only from
images associated with a tag-location pair (as in the tag-location approach)
yields a 30% increase in the precision of the selected images, which indicates
that location information can help refine the representativeness of a set of
related images. More striking, though, is the improvement we get with the
technique that utilizes the visual analysis (tag-location-visual). On average,
across all of the landmarks, there is a clear relative increase in precision of
more than 45% gained over the tag-location baseline by adding visual
features. Across most of the locations, the visual-based selection of
representative images gives perfect score.”

This hints us towards an added value when increasing image browsing with non-textual
features, like color-and geo-tagged browsing.

Still, a semantic problem remains:

“For some geographic features, the visual-based methods still do not
provide perfect precision in the summaries. For instance, some geographic
landmarks can act as a point from which to photograph, rather than the
target of the photo; such photographs are often tagged with the geographic
landmark, which is the source of the photo. For example, Coit Tower is a
frequently-photographed landmark, but many of the photographs
associated with the tag Coit Tower are actually photographs of the city
skyline taken from the observation deck at the top of the tower. The trend
across these ‘failure’ cases is that some of the frequently-taken photograph
views associated with the landmark are not necessarily representative of
the landmark. It is arguable, and could be left for human evaluation,
whether these images are desirable for representation of the location. Do
users wish to see images taken from Coit Tower when they search for that
phrase?”*

In this evaluation, the authors strongly point out that, although the use of geo-location in
this case, increases the search result strength, the question in the semantics-discussion still
remains on the usage of tags and photo-browsing. The question what picture is desirable
when searching for a specific location or tag, is one dependant of so many aspects, that it is
doubtful whether this can be answered at all.

Instead, we propose a different view on image browsing by leaving out the problematics of
tagging. Where tags do provide relevant insight in the narratives of tagging, it does not
necessarily mean it is the only way to deal with the creation of narratives. We propose a
visual way.

Kennedy, Lyndon, Mor Naaman e.a. ‘How Flickr Helps us Make Sense of the World: Context and
Content in Community-Contributed Media Collections’. Yahoo! Research Berkeley, Berkeley, CA, USA,
2007: p. 639.



Why Visual Image Browsing?

As shown in the above explanation, text browsing is not always the best way to browse.
Language can become a problem and tags will not always provide the user with a satisfying
search result. In the case of Flickr, visual browsing can give a solution to the problem. How?
Searching at an aesthetic level, for example via color, can provoke other ways of browsing
through a dataset. In this case, one looks at the colors of a picture and not the event or
actual object in the picture. This particular way of browsing provides an aesthetic way of
enhancing the cognition of the world around us. It could be interesting to look whether the
application can attribute to the discourse around visual instead of textual browsing (of
which the web is full of).

As can be read in the paper by Pousman et al, we would like to see this attempt to visual
image browsing as 'casual infovis' due to the following aspects and relations users have with
the dataset:

= User Population: The user population is enlarged to include a wide spectrum
of users from experts to novices. Users are not necessarily expert in analytic
thinking, nor are they required to be experts at reading visualizations.

= Usage Pattern: Usage expands past work, to focus on other parts of life.
Systems are intended for usage that is momentary and repeatable (over
weeks and months), or contemplative (a long moment at an art gallery).

= Data type: The data is typically personally important and relevant, as
opposed to work-motivated. This means that a user’s relationship to the data
is often a more tightly coupled one.

= |nsight: We propose that the kinds of insight that casual infovis may support
are different from more traditional systems. We suggest that developers are
interested in providing insight about data that is not analytical, but instead of
a different sort.”

The definition given by Pousman is interesting in reference to out attempt: “Casual infovis is
the use of computer-mediated tools to depict personally meaningful information in visual
ways that support everyday users in both everyday work and non-work situations.” In this
light, why not make the visual visual? Instead of going through their (and other's) stacks of
images via text, what will happen when this becomes visual? It might be interesting to see
for example, if other people have photographed the same things (things that have the same
typical colour) as you did in a certain area. You can take your own picture as a starting point
for exploring other peoples pictures in that same region.

“A long-standing catch phrase, if not a definition, of information visualization is that the
systems turn information into insight. This transformative power is an important one,
because infovis is not merely pretty pictures, but instead must result in some change to the
user’s understanding.”?

Pousman et al. differentiate four types of insights that are relevant for infovis. With the
application discussed later on, we hope to achieve awareness insight:

? Pousman et al. ‘Casual information visualization: depictions of data in everyday life’. IEEE, 2007: p. 5
* Pousman et al. ‘Casual information visualization: depictions of data in everyday life’. IEEE, 2007: p. 5
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“Awareness insight is the insight that comes from maintaining awareness of
a particular data stream. Maintaining awareness can give a sense of
fluctuations in the data and it’s shifting patterns, even though awareness
insight does not require that the user come to some crystallized conclusion.
Instead the insight can come from the subtly useful information that, even
if a user is only barely conscious of it, he or she knows and can apply in the
appropriate situation. These kinds of insights, such as having a grasp of the
weather forecast for tomorrow, or news stories for cocktail parties can give
users wide views (if often shallow) of data streams.””

In our case, we do not only hope that our (to propose) application of visual image browsing
can add to some form of visual literacy, we also hope that by altering the view and flow of
browsing will change the perspective, or provide little insight in the Flickr dataset, and
moreover, in colors photographed around the world.

In the proposed application, we are not only providing insights in colors photographed
around the world, we are actually creating visual awareness within a database that is (in
nature) a purely visual database. Tags have just been added to the database to serve as a
system to organize the data. Flickr is not about its tags, it is about the images. Creating a tool
to “visualize these visual elements” creates an awareness insight that is close to the core of
the application (which is in this case showing different pictures). If we presume that the
people that search flickr are interested in searching for visuals (images) than it seems only
logical that they are also interested in getting ‘awareness insights’ that strictly relate to the
visuals.

* Pousman et al. ‘Casual information visualization: depictions of data in everyday life’. IEEE, 2007: p. 6
7



Proposed Application

For our Kaboom visualization we intend to use the new geographical property of multimedia
data and combine it with color information we extract. By combining the geographical
information of a set of pictures with specific information about the colors of these pictures
we are going to draw a color map of the world. A map colored with region-specific-color-
schemes provided by Flickr users from around the globe. Our chosen image repository,
Flickr, is a popular online community for photography.

The database contains professional, semi-professional and amateur pictures that can be
uploaded by any user. By default photos are posted under the creative commons license,
which allows us to use the photos for our project, because we do not have any commercial
intentions. One of the advantages of using the Flickr is that the Flick data is very well
organized and contains large body of meta-data. Furthermore, Flickr supports geo-tagging.
This feature, which was launched last year, applies a picture with specific geographical
information about the location where the picture was taken in terms of longitude and
latitude. The size of the data set is currently 38,384,887 images. For our project we will
select a subset of these based on tag queries.

Our visualization will be focused on colors that we will extract from the pictures within our
database. By extracting and defining region-specific colors or color-schemes in pictures
taken from our geo-tagged database we want to make a color profile’ of different regions
around the world. By extracting the dominant colors from images and mapping them to a
two dimensional representation of the earth we will visualize the specific colors that are
dominant in photos taken in a specific region. With our Kaboom visualization we will try to
visualize the colors that are representative for all the different regions in the world.
Reduced-size images selectively placed by their geographical meta-data will serve as the
paint to color our world map. The first layer of our visualization is simply to display the
differences in colors that define pictures throughout the world. We will further expand this
idea by using the same visualization techniques to visualize colors of pictures that contain
the same tag(s). An example of this feature would be finding pictures that contain the tag
sunset. By visualizing the colors of all the geo-tagged images that contain the tag sunset a
user could get an overview of colors that occur in pictures taken of sunsets around the
world. For example, one could visualize the differences in color intensity between pictures
geo-tagged in Holland with the tag sunset and pictures that are geo- tagged in California
containing this same tag. Can a Dutch (often grey) sunset compete with a sunset in the
sunset state? The expansion to allow photos filtered by user query allows for a range of
informative and intriguing visualizations.

The main focus of our visualization is extracting colors from our photo database and using
those colors in new ways. We want to take the next step in visualizing what people around
the world deem worth photographing. We will be using these photos to create a new image
containing the color properties they themselves have captured. The representation of
dominant colors within an environment in the manner described here is not only interesting
but also a very useful endeavor. What information can we gain regarding the nature of
peoples’ perception? What makes an interesting photograph in any environment? What
colors are dominant in different places in the world? During different seasons? At different
times? To visualize the world in color is a powerful tool intriguing to both artistic and



informative domains. We hope to be able to maintain the original images at some level in
the visualization. From a zoomed-out view the world will appear painted in solid colors.
However as users zoom in they have the possibility to see the pictures that the color data is
taken from. The surface could be shown as an obvious mosaic of different pictures. At a
maximum zoom the individual images will still be available, tiled over the earth surface
texture. Traditional infovis is somewhat restricted to the expert field of computer science or
data analyses. Scholars like Vande Moere, proclaim the importance of the emergent field of
information aesthetics.’ Besides the functional and effective aspects, also concerned with
exploring the purpose of aesthetics; whilst traditional infovis is focused on increasing the
human understanding of data. Information aesthetics strives to critique our current
information society via visualizations of real-world, more personal datasets (like flickr,
weblogs, tags etc). Rather than provide effectiveness metrics, information aesthetics is
about the emotional experience and mental engagement of users [Vande Moere].® We wish
to add to this discussion via our application. By taking parts of both goals described above,
we wish to explore this side of information visualization. By taking a real-world personal
database we try to first create an artistic interpretation of Flickr-use, by visualizing the
average colors of uploaded Flickr photos around the world. From there, an iterative process
will take place in where we want to explore the different possible meanings and values of
this type of visualization, thus preserving the informative and analytical components of
infovis.

To sum up, our goals are:
= To compare visual browsing to textual browsing.
= To make an application that acts as a research platform for this comparison.
= To create a new insight in the Flickr photoset.
= To create an application that allows users to browse pictures via color.

Evaluation

In the context of the type of project, namely a group effort within where the goal is to create
a relevant application from scratch, walking through the first steps of a complete design
cycle, it is important to evaluate on different levels.

This evaluation will be divided in three ‘levels’, being on a infovis- contribution level, on a
project process level and on an application level.

Infovis - theoretical evaluation

The main point (or contribution) to make is in the endeavor to 1) create an alternative way
of representing a large dataset and b) to investigate the possibilities of visual browsing over
text-based navigation. In looking at Flickr as an object of study, it was striking to learn that
the largest indexed dataset of pictures out there is controlled by text: tags. The problematic
of tags within in Flickr are discussed above and is based on research done by Jan Simons
(UvA).

The reason for involving this research was in this case to prove the opposite point made in
this particular research. While Simons links tagging to a way to abstract narratives, in our

> Vander Moere, A. ‘Aesthetic data visualization as a resource for educating creative design’. 2007.
6
Idem.



case it is a proof that these narratives only partially coincide with the ‘story’ told on the
picture. In this light it was chosen to go for color browsing. After all this is what a picture
consists of; this is the most logical option. But this is an option with its own set of problems
in ways of approach and implementation (discussed above).

In new media context, this project touched upon a fundamental but not necessarily ‘correct’
characteristic of the web: it text-based-ness. When looking at new media history, the steps
are logical and the development has been crucial in order to create the Internet as it is now.
Still, this dichotomy between the visual and the textual is an interesting topic to look into,
especially within the context of infovis and new media.

The theories of Jan Simons and Lyndon Kennedy helped to sharpen the concept and to give
it a position within the infovis field especially in pointing out possible improvement and / or
alternatives in this text-based environment.

During the (fragmented) research phase it was discivered that this project is not the only
one looking into visual browsing and/or alternative (non-text- ways of representing a
database) Similar projects were found in the direction of color extraction and geo-location
as variables in searching/browsing. To name a few:

Retrievr.” This application allows users to pick a color from a palette. Within the Flickr pro-
account it searches for photos and returns as a result the photos with the chosen color.
Colorpickr.? Fits within this category by allowing you to quickly browse and overview
pictures with sinilar main colors by searching via a (nice) palette.

Trippermap ° locates your pictures on a worldmap to show where the pictures are taken.
These are just three out of many examples that show that this direction is a valuable and
contributable one in this research field.

Concept development

The project described in this report is an attempt to look into this dichotomy via the creation
of an application. A problem that occurred during the process of designing and
implementing the application was to stick to the theoretical concept. At first it seemed a
logical concept, browsing photos via color. However, during the process and defending of
the concept, it was hard to see the actual extra value of the application. Besides being a
really nice tool to play with and a new way of browsing, it did not have an actual purpose in
use. But after brainstorming about this problem, we came up with the fact that an
application does not necessarily have to be a goal. Some tools are just nice to play with, and
they will proof to be useful for all kinds of people. So the proposed use it not defined by a
special user group or a particular problem that is to be solved. With this in mind, the
usability needed to be really low profile. Without having a particular user group in mind, the
application is aiming at all sorts of users.

In the endeavor of mapping the concept into a theoretical framework, some issues emerged.
The first being the difficulty of closing the gap between a concept of an application in a pre-
pre production phase and ‘grand’ theories of new media. While this kind of project grows,

” Retriever. Last visited April 16" 2008. http://labs.systemone.at/retrievr/

8 Colrpickr. Last visited April 16" 2008. http://krazydad.com/colrpickr/
9 Trippermap. Last visited April 16" 2008. http://www.trippermap.com/
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often it becomes more-clear where to map and where to contribute, theory-wise. A second
one being the validation of a concept via new media theory. This often seems forced and
confusing rather than clarifying.

In developing the concept form theory to practice, basically we boiled down the concept to
one main goal-to-reach, which is browsing the photoset of Flick via color. This seemingly
simple goals turned out to be quite a project already, where questions of method
concerning color abstraction and representation per region etc. took up quite some time.
Therefore, it was chosen to go for a non-evasive interface (discussed more in detail below,
under “ usability eval.”). Besides the point of questioning the potential of color browsing, we
were very interested from an aesthetical point of view what images would be produces
when coloring the world this way, without directly having a functionality (in the traditional
sense of the word) in mind. Moreover we found the concept to fit within a trend of color-
and geo-tagging content; especially within the Flickr dataset, the amount of geotagged
pictures is growing fast. We think this concept has a certain newness-factor to it.

A rather important effort in this concept, as stated before, is the focus on an aesthetical
representation of the dataset, where people are triggered by aesthetical reasons to explore
the dataset, rather than a /functional’ mission of finding a certain image. This has aimed
consequences in behavior of not only picture browsing , but maybe also picture taking.
Where people can ‘color the world’ via pictures, patterns of colors can be looked into in such
a way that allows local and global viewing of this dataset.

11



The Visual Design

Kaboom was created to offer a photo junkie the ability to browse geo-tagged photos from
Flickr in a new way other than the standard tag search process. Colour is an important
characteristic of any photo, even when there is a pure lack of it. Colour gives us the ability of
visually perceiving imagery by harnessing the semiotics associated with the millions of
combinations of the four fundamental principal colours: red, yellow, blue and black. Colour
has played an important role to humans throughout history. From prehistoric rock art found
in Africa, pigments from stone and plant were used to communicate. We paint our homes in
vivid colours; our clothes are composed of materials saturated by the entire colour
spectrum; every aspect of our lives is garnished with one form of colour or another.

Colour querying gives us the ability to intuitively hop through the colour spectrum of a set of
photos.

Geo-tagging forms a part of the foundation of Kaboom. To represent this idea visually a map
of the world needs to be used.

The GUI

A. Layer1

Once started, Kaboom loads
up with a generic static
vectorised map of the world
in two grey-scale colours: 55%
black for land and 15% black
for sea. Due to the fact that
photos will form a layer above
the map in correspondence to
their geo-data in the coming
steps, a toned down,
desaturated map is needed. This map will form the foundation and the base layer of the GUI
of Kaboom.

B. Layer 2

&
[») STATISTICS ©@<> NAVIGATION | The second layer will divide the
&E CONTROLS screen into four sections:

m NAVIGATOR
[ SEARCH m

12



Ecd colour search 1. Search Slider

HE EEEN
.- . ... The Search quarter will host a retractable slider

containing the two querying fields: Colour (main)
D Tag Search (optional) and Tag (optional).

beach <]| The Search icon takes the basic rectangular shape
begun by the main Kaboom logo and continues the
solid line tradition. The solid line forms the outline of the traditional magnifying glass icon
used throughout the web for the representation of search facilities.

The Colour field will offer a selection of sixteen basic colours to begin your query with. These
sixteen colours will cover the seven colours found in the optical spectrum, a complementary
tone to each of these seven colours as well as black and white.

The Colour field icon was derived from the three basic screen colours of red, green and blue
represented by the three semi-closed squares at the bottom half of the icon. The arrow
head pointing down to the third square represents a selection in reference to the colour that
the user will have to select to initiate the search.

The Tag field will be optional and will allow the user to enter one tag query.

The tag field icon is a representation of a traditional label tag attached to items in order to
identify them. The tag icon is used throughout the web and is easily recognizable.

The Search slider was placed in the bottom left quarter of the screen because it still allows
the user to see the world map without hindrance. The initial view of the world map needs to
be as visible as possible and without obstructions in order to familiarise the user when the
program is started. The search slider will be the only slider open at the start of the program
to encourage the user to begin with his/her search query. The colour of the slider drawer is
30% black in order to be in contrast to the map once the images (Layer 3) have been shown.

2. Statistics Slider

The Statistics quarter will host a retractable slider
containing five statistic fields:
(i) The initial colour queried
(i) The tag initially queried (if a tag was queried)
(iii) The land area in square kilometres at the
current zoom level on the map
(iv) The number of images visible at zoom level on
the map
(v) The density of the images throughout the map
per square kilometre

13



The Statistics icon takes the basic rectangular shape used by all the previous icons and shows
a line spiking with an up-pointing arrow. The spiking line is a representation of information
graphics found in a chart.

The Land Area icon is a simple rectangle formed by a line ending with an arrow. The shape,
unchanged, represents a flat area that is being measured. The units (km?) are shown inside
the icon’s square.

The Image icon is a representation of a photographic camera drawn with one line.

The density icon represents stacked photos/images showing quantity in a closed/compact
space.

The Statistics slider will initially be closed until the search process begins and the user has a
need for its information. The colour of the slider drawer is 30% black in order to be in
contrast to the map once the images have been shown.

3. Navigator Map Slider

The Navigator Map quarter will
— — host the overview map of the
e ,r S e e world. It will allow the user to
; : ‘ : know his/her location on the
map at their current zoom level.
The area zoomed into and
visible on the main map will be
dynamically highlighted on the
navigator map by a bright
yellow rectangular outline. The
navigator map will complete the
Overview and Detail visualisation for Kaboom together with the main map (Layer 1). The
colours of the navigator map will be 60% black for land and 20% black for sea.

The navigator map slider will be called Navigator on the GUI. The icon contains an arrow
pointing upwards to an “N” representing north. The icon is a representation of a compass.

4. Navigation Controls

The Navigation Control quarter will host the four navigation arrow

buttons (up, down, left, and right) and the zoom control buttons, plus
@ @ (+) for zooming in and minus (-) for zooming out.

All the buttons reflect the same principle of shape and line thickness as
the icons used. Their colour will be black lines, arrows and symbols (+
and -) when not selected and the opposite, white lines arrows and

symbols when selected or clicked.
B Mouse navigation will also be available for directing and zooming.

14



C. Layer3

Once a colour and/or tag has
been queried, the third layer will
be generated. This layer will
appear above layer 1 (the world
map) and below layer 2 (the
sliders and controls). This
middle layer will host the results
of the querying; the images
placed on the map according to
their geo-data.

Once the layer has loaded, the
user will be able to view
statistics about the results,
zoom in to view specific areas
on the map and navigate around
the world (using the navigation
controls). Once a specific photo
has been selected, a fourth layer
will pop up showing more

details about that selected image.

D. Layer 4

Once the fourth layer is shown, layers 1 and 3 will subside and will be glazed and darkened
to show the priority of the fourth layer. The user will be able to return to the world map
view (layers 1 and 3) by clicking the close button on the top right corner of the main photo
selected.

Layer 4 and layer 3 together form the Focus and Context visualisation of Kaboom. Where
layer 3 allows the user to view the geo-tagged photos at once (Context), in layer 4, however,
the user will have the opportunity to browse the photos individually (Focus). In layer 4, the
user will be able to dynamically browse through images, jumping from intuitive colour
browsing to spontaneous image browsing.

Below the close button will be a link button. There will be tool-tip text available to the two
icons when the mouse is hovered over them. The link button will allow the user to visit the
original web page of the photo’s owner on Flickr. It will open a new window.

The two icons, close and link follow the standard icon rules of form. The close icon is a
traditional x used throughout computer operating systems and the internet. The link icon
represents two lines linking together in the centre of the rectangle at the middle smaller
square.

Layer 4 is divided into three sections:

15



1. The top horizontal colour line
2. The main central image

3. The bottom horizontal image line

The top colour line will contain the colours that can be found in the image selected. The first
and most condensed colour in the image will be placed in the centre of the row and will be
the largest block of colour. As priority of other colours decrease (depending on their
condensation in the image), so do their distance to the initially selected colour increase.

The main image can be replaced by selecting a new colour directly from the colour line
above as well as the from the image line below.

The image line below consists of the images related to the selected image. Their priority
corresponds to the condensation of the colour the user has initially selected, or of the
selected image, and is represented through their size and distance away from the selected
image.

Both the colour line and the image line will dynamically change according to the user’s every
selection of either a new colour or a new image. This will allow for Dynamic Querying of
Flicker photos and their colour attributes.

16



Implementation

The implementation of our system is divided in two encapsulated sections. The first being
the backend which handles the database and query connection. The second is the graphical
user interface (GUI) which displays select information based on user input. We have chosen
to perform the implementation of this project using the JavaTM 1.5 programming language.
This decision is motivated by the fact that JavaTM is a powerful, portable, and platform
independent object-oriented programming language. The inclusion of the built in java.swing
library facilitates the creation of graphical objects which is an important part of our
application.

The Backend

A. Information Sources

All images are retrieved from the Flickr website, a popular online photo sharing community
used by professional and amateur photographers alike. Due to its popularity, the set of
images available is constantly growing. In order to keep our local index of images up to date,
we must periodically retrieve the new images from the website. This requires a live internet
connection at regular intervals.

A subset of the images (approximately 40,000,000 *°) available on Flickr are associated with
geotag meta-data. These tags provide information as to precisely where the picture was
taken in terms of longitude and latitude coordinates. This information is crucial to our
desired visualization: therefore we only use the subset of Flickr images that are geotagged.
Using the geotags we may create a mapping from locations on the globe to coordinates in
our mercator projection of the world map (see Section The GUI: B. Map on page 17 for more
information).

Geotagging is, for the most part, done automatically at the time the photo is taken. Mobile
phones and many high-end digital cameras automatically annotate the digital image file with
geo-data. Therefore it is very reliable. Unfortunately, generic tags are not. Since generic
image tags are manually added by the uploading user they are subjective. Often users do not
understand the concept of semantic tagging and may use inappropriate or inaccurate tags to
describe their photos. For example, the tag awesome is associated with 558,799 images and
provides no relevant semantic information as to their content. The nature of meta-data in
the Flickr is something that required careful consideration in developing our application.

B. Image Analysis

Image analysis is performed on a very basic level and exclusively based on colour. Every
Flickrimage object contains three types of colour information.™

1. Colour Histogram:
Reading an image into Java with Image.lO yields a RGB item. To save memory

0 http://www.flickr.com
"1 T. Gevers. Color in Image Search Engines. Principles of Visual Information Retrieval. Ed M.S. Lew.,
Springer, London
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consumption, we store a 20x20x20 histogram of each image. This is a vast
reduction of the RGB colour space, but has proven sufficient for colour query
functionality. Further research may be focussed on the use of different histogram
sizes. The histograms store the probability of each colour to occur in the image and
is therefore normalized to a value between 0 and 1.

2. List of Colours:
Images consist of a limited amount of colours and therefore most histograms
contain several zero value entries. Searching through the histogram for the highest
probable colour is thus not feasible due to limited computational resources. We
therefore sort that list by probability to remove zero values.

3. Hue Histogram:
Querying by full colour values is very time consuming. Considering the process of
colour based querying form a user-centered perspective, we assume that the
concept of colour generally refers to the hue'?. We assume that our users are not
interested in saturation and intensity and use the pure colour feature hue. Storing a
histogram containing only these values, enables us to retrieve the images with the
highest probability of containing a specific hue value.

C. Final Flickr Image

The fundamental data structure implemented in our system is the Flickr Image object. A
locally stored representation of every image contained in the Flickr corpus that we may want
to consider. This object contains the results of image processing as well as the meta-data
information (tags, geotags and dates). We also include the static link to the image on Flickr
servers and multiple thumbnails of each image. Therefore we have local access to all
information required to avoid the bottleneck of limited bandwidth.

D. Database Design

An invisible but nevertheless important part of any application is a back-end. Our back-end
has several tasks. The Preprocessing class takes care of the picture retrieval from Flickr API
using the connection manager Query Manager. This allows us to create a locally stored Flickr
Image object. Each image undergoes some processing to yield a colour histogram as well as
a reduced size thumbnail. The histograms and thumbnails are stored locally to increase the
execution speed of the program since the most significant performance bottleneck is the
retrieval of online content. By associating Flickr image IDs with locally stored thumbnails we
drastically reduce the time required for a query to return results. The administration of the
Flickr Image objects is done by the Flickr DB class. It stores the time period when the images
were created as well as their IDs (which are also the key to their filename). Currently, we are
unable to retrieve time stamps due to the user rights management of the Flickr API, thus
there may exist a discrepancy between the time the photo was taken and the time it was
uploaded. Nevertheless, preprocessing and updating the database has to be done constantly
as Flickr is a dynamic and rapidly changing corpus. The updating process can be efficiently
performed by restricting new queries to a scope in time between the current date and most
recent query. In order to maintain proper code encapsulation we isolate the database
update methods from the display related ones. In so doing we retrieve a set of pictures with
parameters specified in an AdvancedSearchParameter object, which defines a time range
including only photos retrieved before the most recent update. The
AdvancedSearchParameter object inherits from the SearchParameter class thus including

2 A.S. Th. Gevers. Content-based Image Retrieval: An Overview, Survey on content-based image
retrieval. Prentice Hall, 2004
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user defined query terms. In this way we constrain the user’s query to a specific time period,
circumventing any problems that may arise from the rapidly changing Flickr corpus. The
QueryManager loads IDs of objects from Flickr’s search interface and the database then
retrieves the necessary information to generate a new Flickrimage object which can be used
for graphical output.

Query and User

A. Query

We rely extensively on the advanced searching capabilities included in the Flickr API. This
allows us to pass compound queries to the corpus of images such that results re filtered by
the geo-data, time, and tag. Colour queries are then processed locally yielding a list of
candidate results that contain a sufficient hue probability value. This results in a list of image
IDs that satisfy the search criteria defined by the combination of search parameters. The
resulting retrieved set is then used to populate the map in accordance with geo-data.

B. Querying by colour

Searching by colour is not likely to be useful for specific target retrieval when the desired
image is known, but a compound query containing a tag term and a colour term can
certainly be useful from an information retrieval perspective. Providing the user with the
option of browsing in terms of colour space is also interesting from a user interface
perspective as it presents a novel modality for navigating the problem space that integrates
colour perception. Therefore, not only is it interesting to compare the searching via colour
with searching via tags, but also to examine usage behaviours of people to see whether they
intuitively use the colour query as a primary term or simply to revise a tag query.

The GUI

Our graphical user interface (GUI) level features three levels of interaction. The first level is a
zoomed-out overview of the world map populated with images appropriately placed based
on geo-data. A second level of interaction is overlaid onto the global view. This layer
contains the statistical view panel, the query panel and the navigation panel. Ideally each of
these sections can be toggled visible or hidden, allowing the user to customize the amount
of information available. The query panel allows for the entry of a colour or tag term. At the
lowest level we have a zoomed-in view where a single image becomes the focal point. The
user may then browse images by similarity to other images and pure colour.

A. Combining the view

The integration of these layers is performed using OverlaylLayout, another powerful Java
library. Also, in accordance with the Model-View-Controller™ principle, we build a model
which connects our graphical sub-interfaces with one another. This model, inheriting from
Observable, records every change to its observers and reports it to the other parts of the
GUI. These are then also able to change their values. This principle facilitates extensions to
the program.

2 T. Reenskaug. Model-View-Controller - Origins, 1979.
http://heim.ifi.uio.no/~trygver/2007/MVC\ Originals.pdf
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